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Abstract. We presenta methodto learnobjectclassmodelsfrom unlabeledand
unsegmentedclutteredscenesfor the purposeof visual object recognition.We
focusonaparticulartypeof modelwhereobjectsarerepresentedasflexible con-
stellationsof rigid parts(features).The variability within a classis represented
by a joint probabilitydensityfunction(pdf) on theshapeof theconstellationand
the outputof part detectors.In a first stage,the methodautomaticallyidentifies
distinctive partsin thetrainingsetby applyinga clusteringalgorithmto patterns
selectedby an interestoperator. It thenlearnsthe statisticalshapemodelusing
expectationmaximization.Themethodachievesvery goodclassificationresults
on humanfacesandrearviews of cars.

1 Intr oduction and RelatedWork

We areinterestedin theproblemof recognizingmembersof objectclasses,wherewe
definean objectclassasa collectionof objectswhich sharecharacteristicfeaturesor
partsthatarevisuallysimilarandoccurin similarspatialconfigurations.Whenbuilding
modelsfor objectclassesof this type, one is facedwith threeproblems(seeFig. 1).
Segmentationor registration of training images: Which objectsare to be recognized
andwheredo they appearin the training images?Part selection: Which objectparts
aredistinctive andstable?Estimationof modelparameters: What are the parameters
of theglobalgeometryor shapeandof theappearanceof theindividual partsthatbest
describethetrainingdata?

Althoughsolutionsto the modellearningproblemhave beenproposed,they typi-
cally requirethat oneof the first two questions,if not both,be answeredby a human
supervisor. For example,featuresin trainingimagesmightneedto behand-labeled.Of-
tentimestrainingimagesshowing objectsin front of auniformbackgroundarerequired.
Objectsmightneedto bepositionedin thesamewaythroughoutthetrainingimagesso
thata commonreferenceframecanbeestablished.

Amit andGemanhave developeda methodfor visualselectionwhich learnsa hi-
erarchicalmodelwith a simpletypeof featuredetector(edgeelements)asits front end
[1]. Themethodassumesthattrainingimagesareregisteredwith respectto a reference
grid. After an exhaustive searchthroughall possbilelocal featuredetectors,a global
modelis built, underwhich shapevariability is encodedin theform of smallregionsin
which local featurescanmovefreely.



Fig.1. Which objectsappearconsistentlyin the left images,but not on the right side?Can a
machinelearnto recognizeinstancesof thetwo objectclasses(facesandcars) withoutany further
informationprovided?

Burl et al. have proposeda statisticalmodelin which shapevariability is modeled
in a probabilisticsettingusingDryden-Mardiashapespacedensities[2, 11,3,4]. Their
methodrequireslabeledpartpositionsin thetrainingimages.

Similar approachesto objectrecognitionincludethe active appearancemodelsof
Taylor et al. [5, 8] who modelglobaldeformationsusingEigenspacemethodsaswell
astheDynamicLink Architectureof v. derMalsburg andcolleagues,whoconsiderde-
formationenergy of a grid that links landmarkpointson the surfaceof objects[10].
Also Yuille hasproposeda recognitionmethodbasedon gradientdescenton a defor-
mationenergy function in [15]. It is not obvioushow thesemethodscould be trained
without supervision.

Theproblemof automaticpart selectionis important,sinceit is generallynotestab-
lishedthatpartsthatappeardistinctiveto thehumanobserverwill alsolendthemselves
to successfuldetectionby a machine.Walker et al. addressthis problemin [14], albeit
outsidetherealmof statisticalshapemodels.They emphasize“distinctiveness”of apart
ascriteionof selection.As wewill arguebelow, webelievethatpartselectionhasto be
donein thecontext of modelformation.

A completelyunsupervisedsolutionof thethreeproblemsintroducedat thebegin-
ning, in particularthe first one,mayseemout of reach.Intuition suggeststhata good
deal of knowledgeaboutthe objectsin questionis requiredin order to know where
andwhat to look for in the clutteredtraining images.However, a solutionis provided
by the expectationmaximizationframework which allows simultaneousestimationof



unknown dataandprobabilitydensitiesoverthesameunknown data.Underthis frame-
work, all threeproblemsaresolvedsimultaneously.

Another compellingreasonto treat theseproblemsjointly, is the existing trade-
off betweenlocalizability anddistinctivenessof parts.A very distinctive partcanbea
strongcue,evenif it appearsin anarbitrarylocationon thesurfaceof anobject—think
e.g.of amanufacturer’slogoonacar. Ontheotherhand,a lessdistinctivepartcanonly
contributeinformationif it occursin astablespatialrelationshiprelativeto otherparts.

2 Approach

We model object classesfollowing the work of Burl et al. [2,4]. An object is com-
posedof partsandshape, where‘parts’ areimagepatcheswhich maybedetectedand
characterizedby appropriatedetectors,and‘shape’describesthegeometryof themu-
tual positionof the partsin a way that is invariantwith respectto rigid and,possibly,
affine transformations[12]. A joint probability densityon part appearanceandshape
modelstheobjectclass.Objectdetectionis performedby first runningpartdetectorson
the image,thusobtaininga setof candidatepart locations.The secondstageconsists
of forming likely objecthypotheses,i.e. constellationsof appropriateparts(e.g.eyes,
nose,mouth,ears);bothcompleteandpartialconstellationsareconsidered,in orderto
allow for partialocclusion.Thethird stageconsistsof usingtheobject’s joint probabil-
ity densityfor eithercalculatingthelikelihoodthatany hypothesisarisesfrom anobject
(objectdetection),or the likelihoodthatonespecifichypothesisarisesfrom an object
(objectlocalization).In orderto trainamodelweneedto decideon thekey partsof the
object,selectcorrespondingparts(e.g.eyes,noseetc)on a numberof trainingimages,
andlastly weneedto estimatethejoint probabilitydensityfunctionon partappearance
andshape.Burl et al. [3] performthefirst andsecondactby hand,only estimatingthe
joint probabilitydensityfunctionautomatically. In thefollowing, we proposemethods
for automatingthefirst andsecondstepsaswell.

Our techniquefor selectingpotentiallyinformative partsis composedof two steps
(seeFig. 2). First, smallhighly texturedregionsaredetectedin thetrainingimagesby
meansof a standard‘interestoperator’or keypoint detector. Sinceour training images
arenot segmented,this stepwill selectregionsof interestboth in the imageareascor-
respondingto the training objectsandon the clutterof the background.If the objects
in the training sethave similar appearancethenthe texturedregionscorrespondingto
the objectswill frequentlybesimilar to eachotherasopposedto the texturedregions
correspondingto thebackgroundwhich will bemostlyuncorrelated.An unsupervised
clusteringstepfavoring largeclusterswill thereforetendto selectpartsthatcorrespond
to theobjectsof interestratherthanthebackground.Appropriatepartdetectorsmaybe
trainedusingtheseclusters.

The secondstepof our proposedmodel learningalgorithmchooses,out of these
mostpromisingparts,the mostinformative onesandsimultaneouslyestimatesthe re-
mainingmodelparameters.This is doneby iteratively trying differentcombinationsof
a smallnumberof parts.At eachiteration,theparametersof theunderlyingprobabilis-
tic modelareestimated.Dependingon the performanceof the modelon a validation



dataset,thechoiceof partsis modified.This processis iterateduntil thefinal modelis
obtainedwhenno furtherimprovementsarepossible.
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Fig.2. Block diagramof our method.“Foregroundimages”areimagescontainingthetargetob-
jectsin clutteredbackground.“Backgroundimages”containbackgroundonly.

Outline of the Paper In Section3, we presentour statisticalobjectmodel.Section4
discussesautomaticpart selection.Section5 is dedicatedto the secondstepof model
formationandtraining.Section6 demonstratesthemethodthroughexperimentsontwo
datasets:carsandfaces.

3 Modeling Objects in Images

Our model is basedon the work by Burl et al. [3]. Importantdifferencesarethat we
modelthepositionsof thebackgroundpartsthroughauniformdensity, while they used
a Gaussianwith largecovariance.Theprobabilitydistribution of thenumberof back-
groundparts,whichBurl etal. ignored,is modeledin ourcaseasaPoissondistribution.

3.1 GenerativeObject Model

We modelobjectsascollectionsof rigid parts,eachof which is detectedby a corre-
spondingdetectorduringrecognition.Thepartdetectionstagethereforetransformsan
entireimageinto a collectionof parts.Someof thosepartsmight correspondto an in-
stanceof the targetobjectclass(the foreground), while othersstemfrom background
clutteror aresimply falsedetections(thebackground). Throughoutthis paper, theonly
informationassociatedwith anobjectpartis its positionin theimageandits identityor
part type. We assumethatthereare � differenttypesof parts.Thepositionsof all parts
extractedfrom oneimagecanbesummarizedin a matrix-like form,��
�� ����� � ��� � ������������� � ������ ��� � � ����������� � ���"!

...�$# � �%# ����������� �$# �'& �
wherethesuperscript‘ ( ’ indicatesthat thesepositionsareobservablein an image,as
opposedto beingunobservableor missing, which will bedenotedby ‘ ) .’ Thus,the *,+.-



row containsthelocationsof detectionsof part type * , whereeveryentry, �%/10 , is a two-
dimensionalvector. If wenow assumethatanobjectis composedof 2 differentparts,1

we needto be able to indicatewhich partsin
� 


correspondto the foreground(the
objectof interest).For this we usethevector 3 , a setof indices,with 4 / �65 � 5�798

,
indicating that point � /10 is a foregroundpoint. If an object part is not containedin� 


, becauseit is occludedor otherwiseundetected,thecorrespondingentry in 3 will
bezero.Whenpresentedwith an unsegmentedandunlabeledimage,we do not know
which partscorrespondto the foregound.Therefore,3 is not observableandwe will
treatit ashiddenor missingdata.Wecall 3 ahypothesis, sincewewill useit to hypoth-
esizethat certainpartsof

� 

belongto the foregroundobject.It is alsoconvenientto

representthepositionsof any unobservedobjectpartsin aseparatevector :<; which is,
of course,hiddenaswell. Thedimensionof : ; will vary, dependingon thenumberof
missedparts.

We cannow definea generative probabilisticmodel throughthe joint probability
density ="> � 
 � : ; � 3�? � (1)

Notethatnotonly theentriesof
� 


and : ; arerandomvariables,but alsotheirdimen-
sions.

3.2 Model Details

In orderto provide a detailedparametrizationof (1), we introducetwo auxiliary vari-
ables,@ and A . Thebinaryvector @ encodesinformationaboutwhich partshave been
detectedandwhichhavebeenmissedor occluded.Hence,B�C �9D

if 4$C 7E8
and B�C �F8

otherwise.Thevariable A is alsoa vector, where GIH shall denotethe numberof back-
groundcandidatesincludedin the *,+.- row of

� 

. Sincebothvariablesarecompletely

determinedby 3 and the size of
� 


, we have
="> � 
 � : ; � 3'? � ="> � 
 � : ; � 3 � A � @�? .

Sincewe assumeindependencebetweenforegroundand background,and, thus,be-
tween

='> A�? and
="> @J? , wedecomposein thefollowing way='> � 
 � : ; � 3 � A � @J? � ='> � 
 � : ;LK 3 � A�? ="> 3 K A � @J? ="> A'? ='> @J? � (2)

Theprobabilitydensityover thenumberof backgrounddetectionscanbemodeled
by aPoissondistribution, ="> A'? � #MHON � DG HQP >SR H�?�TVU�W�XZY[U �
where

R H is the averagenumberof backgrounddetectionsof type * per image.This
conveystheassumptionof independencebetweenparttypesin thebackgroundandthe
ideathatbackgrounddetectionscanariseat any locationin theimagewith equalprob-
ability, independentlyof otherlocations.For a discretegrid of pixels,

="> A'? shouldbe

1 To simplify notation,we only considerthecasewhere \6]F^ . Theextensionto thegeneral
case( \`_a^ ) is straightforward.



modeledasa binomialdistribution. However, sincewe will modelthe foregroundde-
tectionsovera continuousrangeof positions,we chosethePoissondistribution,which
is thecontinuouslimit of thebinomialdistribution.Admitting a different

R C for every
parttypeallowsusto modelthedifferentdetectorstatistics.

Dependingon thenumberof parts,2 , we canmodeltheprobability
='> @J? eitheras

anexplicit table(of length bdc ) of joint probabilities,or, if 2 is large,as 2 independent
probabilities,governingthepresenceor absenceof anindividual modelpart.Thejoint
treatmentcouldleadto a morepowerful model,e.g.,if certainpartsareoftenoccluded
simultaneously.

Thedensity
="> 3 K A � @�? is modeledby,="> 3 K A � @J? �fe �gihj�k � ��l jj 3nmpo > @ � A�?8

other 3
where o > @ � A'? denotesthesetof all hypothesesconsistentwith @ and A , and q C de-
notesthe total numberof detectionsof the typeof part r . This expressesthe fact that
all consistenthypotheses,thenumberof which is

g c C�N � qts jC , areequallylikely in the
absenceof informationon thepartlocations.

Finally, we use ='> � 
 � : ;uK 3 � A�? � =$vxwZ>.y ? ={z�w%> : s.| ? �
wherewe defined

y # � > : 
 # : ; # ? as the coordinatesof all foregrounddetections
(observedandmissing)and : s.| asthecoordinatesof all backgrounddetections.Here
wehavemadetheimportantassumptionthattheforegrounddetectionsareindependent
of thebackground.In ourexperiments,

=$vxwZ>.y ? is modeledasajoint Gaussianwith mean} andcovariance~ .
Note that,so far, we have modeledonly absolutepartpositionsin the image.This

is of little use,unlesstheforegroundobjectis in thesamepositionin every image.We
can,however, obtaina translationinvariantformulationof ouralgorithm(asusedin the
experimentsin thispaper)by describingall partpositionsrelativeto thepositionof one
referencepart.Underthis modification,

= v�w
will remaina Gaussiandensity, andthere-

fore not introduceany fundamentaldifficulties.However, theformulationis somewhat
intricate,especiallywhenconsideringmissingparts.Hence,for further discussionof
invariancethereaderis referredto [3].

Thepositionsof thebackgrounddetectionsaremodeledby auniform density,= z�w > : sS| ? � #MHON � D� T U �
where

�
is thetotal imagearea.

3.3 Classification

Throughouttheexperimentspresentedin this paper, our objective is to classifyimages
into the classes“object present”(class � � ) and“object absent”(class ��� ). Given the
observeddata,

� 

, theoptimaldecision—minimizingtheexpectedtotal classification



error—is madeby choosingthe classwith maximuma posterioriprobability (MAP
approach,seee.g.[7]). It is thereforeconvenientto considerthefollowing ratio,='> � � K � 
 ?='> ��� K � 
 ?����F� ='> � 
 � 3 K � � ?="> � 
 � 3"� K ����? � (3)

where 3 � denotesthe null hypothesiswhich explains all partsas backgroundnoise.
Noticethattheratio ����� ���������� � is omitted,sinceit canbeabsorbedinto adecisionthreshold.
The sumin the numeratorincludesall hypotheses,alsothe null hypothesis,sincethe
objectcouldbepresentbut remainundetectedby any partdetector. In thedenominator,
theonly consistenthypothesisto explain “object absent”is thenull hypothesis.

Although we arehereconcernedwith classificationonly, our framework is by no
meansrestrictedto this problem.For instance,objectlocalizationis possibleby identi-
fying thoseforegroundpartsin an image,which have thehighestprobabilityof corre-
spondingto anoccurrenceof thetargetobject.

4 Automatic Part Selection

Theproblemof selectingdistinctive andwell localizeableobjectpartsis intimatelyre-
lated to the methodusedto detectthesepartswhen the recognitionsystemis finally
put to work. Sincewe needto evaluatea largenumberof potentialpartsandthus,de-
tectors,wesettledonnormalizedcorrelationasanefficientpartdetectionmethod.Fur-
thermore,extensive experimentsleadusto believe that this methodofferscomparable
performanceovermany moreelaboratedetectionmethods.

With correlationbaseddetection,everypatternin asmallneighborhoodin thetrain-
ing imagescouldbeusedasa templatefor a prospective partdetector. Thepurposeof
theproceduredescribedhereis to reducethis potentiallyhugesetof partsto a reason-
ablenumber, suchthat themodellearningalgorithmdescribedin thenext sectioncan
thenselecta few mostusefulparts.We usea two-stepprocedureto accomplishthis.

In the first step,we identify pointsof interest in the training images(seeFig. 3).
This is doneusingthe interestoperatorproposedby Förstner[9], which is capableof
detectingcornerpoints,intersectionsof two or morelines,aswell ascenterpointsof
circularpatterns.Thisstepproducesabout

D��d8
partcandidatespertrainingimage.

A significantreductionof thenumberof partscanbeachievedby thesecondstepof
theselectionprocess,which consistsin performingvectorquantizationon thepatterns
(a similar procedurewas usedby Leung and Malik in [13]). To this end,we usea
standard� -meansclusteringalgorithm[7], which we tunedto producea setof aboutD�8d8

patterns.Eachof thesepatternsrepresentsthe centerof a clusterandis obtained
as the averageof all patternsin the cluster. We only retain clusterswith at least

D�8
patterns.We imposethis limit, sinceclusterscomposedof very few examplestendto
representpatternswhichdonotappearin asignificantnumberof trainingimages.Thus,
we obtainpartswhich areaveragedacrosstheentiresetof trainingimages.

In orderto furthereliminateredundancies,weremovepatternswhicharesimlilar to
othersafterasmallshift (

D
–b pixels)in any anarbitrarydirection.

Due to the restrictionto points of interestthe set of remainingpatternsexhibits
interestingstructure,ascanbeseenin Figure3. Someparts,suchashumaneyes,can



Fig.3. Pointsof interest(left) identifiedon a training imageof a humanfacein clutteredback-
groundusingFörstner’s method.Crossesdenotecorner-type patternswhile circlesmarkcircle-
typepatterns.A sampleof thepatternsobtainedusingk-meansclusteringof smallimagepatches
is shown for faces(center)andcars(right).Thecarimageswerehigh-passfilteredbeforethepart
selectionprocess.Thetotalnumberof patternsselectedwere �d� for facesand ��� for cars.

be readily identified.Otherparts,suchassimplecorners,resultasaveragesof larger
clusters,oftencontainingthousandsof patterns.

This proceduredramaticallyreducesthe numberof candidateparts.However, at
this point, partscorrespondingto the backgroundportionsof the training imagesare
still present.

5 Model Learning

In orderto train an objectmodelon a setof images,we needto solve two problems.
Firstly, weneedto decideonasmallsubsetof theselectedpartcandidatesto beusedin
themodel,i.e. definethemodelconfiguration. Secondly, we needto learntheparame-
tersunderlyingtheprobabilitydensities.We solve thefirst problemusingan iterative,
“greedy” strategy, underwhich we try differentconfigurations.At eachiteration,the
pdfsareestimatedusingexpectationmaximization(EM).

5.1 GreedyModel Configuration Search

An importantquestionto answeris with howmanyparts to endow our model.As the
numberof partsincreases,modelsgaincomplexity anddiscriminatorypower. It is there-
fore a goodstrategy to startwith modelscomprisedof few partsandaddpartswhile
monitoringthegeneralizationerrorand,possibly, a criterionpenalizingcomplexity.

If we startthe learningprocesswith few parts,say 2 �f�
, we arestill facingthe

problemof selectingthebestout of qac possiblesetsof parts,where q is thenumber
of partcandidatesproducedasdescribedin Sec.4. We do this iteratively, startingwith
a randomselection.At every iteration,we testwhetherreplacingonemodelpartwith
a randomlyselectedone,improvesthemodel.We thereforefirst estimateall remaining
modelparametersfrom the training images,asexplainedin thenext section,andthen
assesstheclassificationperformanceonavalidationsetof positiveandnegativesexam-
ples.If theperformanceimproves,thereplacementpartis kept.Thisprocessis stopped
whennomoreimprovementsarepossible.Wemight thenstartoverafterincreasingthe
totalnumberof partsin themodel.



It ispossibleto renderthisprocessmoreefficient,in particularfor modelswith many
parts,by prioritizing partswhichhavepreviouslyshown agoodvalidationperformance
whenusedin smallermodels.

5.2 Estimating Model Parametersthr oughExpectationMaximization

We now addressthe problemof estimatingthe modelpdfs with a given setof model
parts,from a setof � trainingimages.

Sinceour detectionmethodrelieson themaximuma posterioriprobability (MAP)
principle,it is ourgoalto modeltheclassconditionaldensitiesasaccuratelyaspossible.
We thereforeemploy the expectationmaximization(EM) algorithmto producemaxi-
mumlikelihoodestimatesof themodelparameters,� ��� } � ~ � ="> @J? �"��� . EM is well
suitedfor our problem,sincethevariables3 and : ; aremissingandmustbeinferred
from theobserveddata,

��� 
/ � . In standardEM fashion,weproceedby maximizingthe
likelihoodof theobserveddata,� > ��� 
/ � K ��? � �  / N �<¡x¢�£   ��¤�¥ ="> � 
/ � : ;/ � 3 / K �¦?�§d: ;/ �
with respectto themodelparameters.Sincethis is difficult to achieve in practice,EM
iteratively maximizesasequenceof functions,¨ >�©� K �¦? � �  / N �"ª¬« ¡�¢d£ ='> � 
/ � : ;/ � 3 / K ©��?,­ �
where ª¬« � ­ refers to the expectationwith respectto the posterior

="> 3 / � : ;/ K � 
/ � ��? .
Throughoutthis section,a tilde denotesparameterswe are optimizing for, while no
tilde implies that thevaluesfrom theprevious iterationaresubstituted.EM theory[6]
guaranteesthatsubsequentmaximizationof the

¨ > ©� K �¦? convergesto a local maximum
of

�
.
We now derive updaterulesthat will be usedin the M-stepof the EM algorithm.

Theparametersweneedto considerarethoseof theGaussiangoverningthedistribution
of theforegroundparts,i.e. } and ~ , thetablerepresenting

='> @J? andtheparameter, � ,
governingthebackgrounddensities.It will behelpful to decomposë into four parts,
following thefactorizationin Equation(2).¨ > ©� K ��? � ¨ � > ©� K ��?¯® ¨ � > ©� K ��?¯® ¨ � > ©� K ��?¯® ¨±°� �  / N �"ª¬« ¡x¢�£ ="> A / K �¦?,­�® �  / N �¯ª¬« ¡�¢d£ ="> @ / K ��?²­³® �  / N �¯ª¬« ¡�¢d£ ="> � 
/ � : ;/ K 3 / � A / � ��?,­® �  / N �"ª¬« ¡x¢�£ ="> 3 / K A / � @ / ?,­
Only thefirst threetermsdependon parametersthatwill beupdatedduringEM.



Update rule for ´ Sinceonly
¨ � dependson

©} , takingthederivativeof theexpected
likelihoodyields µµ ©} ¨ � > ©� K ��? � �  / N �¯ªf¶ ©~ X � >.y /<· ©} ?,¸ �
where

y # � > : 
 # : ; # ? accordingto our definition above. Settingthe derivative to
zeroyieldsthefollowing updaterule©} � D� �  / N �¯ª¹« y / ­ �
Update rule for º Similarly, we obtainfor thederivative with respectto the inverse
covariancematrixµµ ©~ X � ¨ � > ©� K �¦? � �  / N � ª¼» Db ©~ · Db >.y / · ©} ? >.y / · ©} ? #I½ �
Equatingwith zeroleadsto©~ � D� �  / N � ª¬« >Sy / · ©} ? >.y / · ©} ? # ­ � D� �  / N � ª¬« y / y #/ ­ · ©} ©} # �
Update rule for ¾À¿�@JÁ To find theupdaterule for the bdc probabilitymassesof

="> @�? ,
we needto consider̈ � > ©� K ��? , theonly termdependingon theseparameters.Takingthe
derivative with respectto

©=¯>�Â@Ã? , theprobabilityof observingonespecificvector,
Â@ , we

obtain µµ ©="> Â@�? ¨ � > ©� K ��? � �  / N � ª¹« Ä z ��Åz ­©=¯> Â@Ã? �
where Ä shall denotethe Kronecker delta.Imposingthe constraint� Åz ©="> Â@�? �ÆD

, for
instanceby addinga Lagrangemultiplier term,we find the following updaterule for©="> Â@J? , ©="> Â@�? � D� �  / N �"ª¬« Ä z � Åz ­ �
Update rule for � Finally, we noticethat

¨ � > ©� K ��? is theonly termcontaininginfor-
mationaboutthemeannumberof backgroundpointsperparttype

R C . Dif ferentiating¨ � > ©� K �¦? with respectto
©� wefind,µµ ©� ¨ � > ©� K ��? � �  / N � ª¹« A / ­©� · � �

Equatingwith zeroleadsto theintuitively appealingresult©� � D� �  / N � ª¹« A / ­ �



Computing the Sufficient Statistics All updaterulesderivedabove areexpressedin
termsof sufficientstatistics, ª¬« y ­ � ª¬« ydy # ­ � ª¬« Ä z � Åz ­ and ª¬« A¯­ which arecalculatedin
theE-stepof theEM algorithm.We thereforeconsidertheposteriordensity,='> 3 / � : ;/ K �i
/ � ��? � ="> 3 / � : ;/ � � 
/ K �¦?� ��¤,ÇVÈÊÉÊË ='> 3 / � : ;/ � � 
/ K ��?"§d: ;/
Thedenominatorin theexpressionabove,which is equalto

='> � 
/ ? , is calculatedby ex-
plicitly generatingandsummingoverall hypotheses,while integratingout2 themissing
dataof eachhypothesis.The expectationsarecalculatedin a similar fashion: ª¬« Ä z � Åz ­
is calculatedby summingonly over thosehypothesesconsistentwith

Â@ anddividing
by

="> � 
/ ? . Similarly, ª¬« A / ­ is calculatedby averaging A > 3'? over all hypotheses.The
caseof ª¹« y ­ is slightly more complicated.For every hypothesiswe regroup

y # �> : 
 # : ; # ? andnotethat ª¬« : 
 ­ � : 

. For ª¬« : ; ­ oneneedsto calculate,

¥ : ;`Ì >.y K } � ~L?¯§�: ; � } ; ®Í~ ; 
 ~ 
 
 X � > : 
 · } 
 ? �
wherewedefined, } �ÏÎ } 
} ;ÑÐ ~ �ÆÎ ~ 
�
 ~ 
 ;~ ; 
 ~ ;�;pÐ
Summingover all hypothesisanddividing by

='> � 
 ? establishestheresult.Finally we
needto calculate ª¹« y�y # ­ �ÆÎ : 
 : 
 # : 
 ª¹« : ; ­ #ª¬« : ; ­Ò: 
 # ª¬« : ; : ; # ­ Ð �
Here,only thepart ª¬« : ; : ; # ­ hasnotyetbeenconsidered.Integratingout themissing
dimensions,: ; , now involves,

¥ : ; : ; # Ì >Sy K } � ~L?'§d: ; � ~ ;�; · ~ ; 
 ~ 
 
 X � ~ ; 
 # ® ª¹« : ; ­ ª¬« : ; ­ # �
Looping throughall possiblehypothesesand dividing by

="> � 
/ ? againprovides the
desiredresult.ThisconcludestheE-stepof theEM algorithm.

6 Experiments

In order to validateour method,we testedthe performance,underthe classification
taskdescribedin Sect.3.3,on two datasets:imagesof rearviews of carsandimages
of humanfaces.As mentionedin Sec.3, the experimentsdescribedbelow have been
performedwith atranslationinvariantextensionof our learningmethod.All parameters
of thelearningalgorithmweresetto thesamevaluesin bothexperiments.

2 Integratingoutdimensionsof aGaussianis simplydoneby deletingthemeansandcovariances
of thosedimensionsandmultiplying by thesuitablenormalizationconstant.



A B C D A B C D

A 

B 
C 

D 
A B C 

D 

2 3 4 5
0

5

10

15

1
 −

 A
R

O
C

 in
 p

e
rc

e
n

t

Number of Parts

Model Performance

Cars Train

Faces Train
Faces Test

Cars Test

Fig.4. Resultsof the learningexperiments.On the left we show thebestperformingcarmodel
with fourparts.Theselectedpartsareshown ontop.Below, ellipsesindicatingaone-stddeviation
distancefrom themeanpartpositions,accordingto theforegroundpdf have beensuperimposed
onatypicaltestimage.They havebeenalignedby handfor illustrativepurposes,sincethemodels
aretranslationinvariant.In thecenterweshow thebestfour-partfacemodel.Theplot ontheright
showsaveragetrainingandtestingerrorsmeasuredas �ZÓÕÔ�Ö³×ZØ , whereÔ�Ö³×ZØ is theareaunder
the correspondingROC curve. For both models,oneobservesmoderateoverfitting. For faces,
thesmallesttesterroroccursat Ù parts.Hence,for thegivenamountof trainingdata,this is the
optimalnumberof parts.For cars,Ú or morepartsshouldbeused.

Training and Test Images For eachof the two objectclasseswe took b 8�8 images
showing a target objectat an arbitrary locationin clutteredbackground(Fig. 1, left).
We alsotook b 8d8 imagesof backgroundscenesfrom the sameenvironment,exclud-
ing the target object (Fig. 1, right). No imageswere discardedby handprior to the
experiments.The faceimageswere taken indoorsaswell asoutdoorsandcontained�d8

differentpeople(maleand female).The car imageswere taking on public streets
andparkinglots wherewe photographedvehiclesof differentsizes,colorsandtypes,
suchassedans,sportutility vehicles,andpick-up trucks.The car imageswerehigh-
passfiltered in orderto promoteinvariancewith respectto thedifferentcarcolorsand
lighting conditions.All imagesweretakenwith a digital camera;they wereconverted
to a grayscalerepresentationanddownsampledto a resolutionof b�Û 8uÜ�D�Ý�8

pixels.
Eachimagesetwasrandomlysplit into two disjointsetsof trainingandtestimages.

In thefaceexperiment,no singlepersonwaspresentin bothsets.

A B 

C 

Fig.5. Multiple useof parts:Thethree-partmodelon theleft correctlyclassifiedthefour images
on the right. Part labelsare: Þ = ‘A’, ß = ‘B’, à = ‘C’. Note that the middlepart (C) exhibits
a high variancealongthe vertical direction.It matchesseveral locationsin the images,suchas
thebumper, licenseplateandroof. In our probabilisticframework, no decisionis madeasto the
correctmatch. Rather, evidenceis accumulatedacrossall possiblematches.



Automatically SelectedParts Partswereautomaticallyselectedaccordingto thepro-
ceduredescribedin Sec.4. TheFörstnerinterestoperatorwasappliedto the

D�8d8
unla-

beledandunsegmentedtrainingimagescontaininginstancesof thetargetobjectclass.
Weperformedvectorquantizationongrayscalepatchesof size

DdDJÜuDdD
pixels,extracted

aroundthe pointsof interest.A differentsetof patternswasproducedfor eachobject
class,asshown in Figure3.

Model Learning We learnedmodelswith b ,
�
, Û , and

�
partsfor bothdatasets.Since

the greedyconfigurationsearchaswell asthe EM algorithmcanpotentiallyconverge
to local extrema,we learnedeachmodelup to

D�8d8
times,recordingtheaverageclassi-

ficationerror.
All modelswerelearnedfrom theentiresetof selectedparts.Hence,no knowledge

from thetrainingof smallmodelsabouttheusefulnessof partswasappliedduringthe
trainingof the largermodels.This wasdonein orderto investigateto what extent the
samepartswerechosenacrossmodelsizes.

WefoundtheEM algorithmto convergein about
D�8d8

iterations,whichcorresponds
to lessthan

D�8
s for a modelwith two partsandabout b min for a five-partmodel.We

useda Matlabimplementationwith subroutineswritten in ‘C’ anda PCwith Û �d8dáaâäã
PentiumII processor. Thenumberof differentpartconfigurationsevaluatedvariedfrom
about å 8 –

D��d8
( b parts)to

�d8d8
–Û 8d8 (

�
parts).

Results Insteadof classifyingevery imageby applyinga fixeddecisionthresholdac-
cording to (3), we computedreceiver operatingcharacteristics(ROCs) basedon the
ratio of posteriorprobabilities.In orderto reducesensitivity to noisedueto thelimited
numberof training imagesand to averageacrossall possiblevaluesfor the decision
threshold,weusedtheareaundertheROCcurveasameasureof theclassificationper-
formancedriving the optimizationof the modelconfiguration.In Figure4, we show
two learnedmodelsaswell asthiserrormeasureasa functionof thenumberof parts.

Examplesof successfullyandwronglyclassifiedimagesfromthetestsetsareshown
in Fig. 6.

When inspectingthe modelsproduced,we wereable to make several interesting
observations.For example,in thecaseof faces,we foundconfirmationthateyecorners
areverygoodparts.But ourintuition wasnotalwayscorrect.Featuresalongthehairline
turnedout to beverystable,while partscontainingnoseswerealmostneverusedin the
models.

Beforewe introducedahigh-passfilter asapreprocessingstep,thecarmodelscon-
centratedon the dark shadow underneaththe carsasmoststablefeature.Researchers
familiar with the problemof trackingcarson freewaysconfirmedthat the shadow is
oftentheeasiestway to detecta car.

Oftentimesthe learningalgorithmtook advantageof thefact thatsomepartdetec-
tors respondwell at multiple locationson the target objects(Fig. 5). This effect was
mostpronouncedfor modelswith few parts.It would bedifficult to predictandexploit
this behavior whenbuilding amodel“by hand.”

Sinceweranthelearningprocessmany times,wewereableto assessthelikelihood
of converging to local extrema.For eachsize,modelswith differentpartchoiceswere
produced.However, eachchoicewasproducedat leasta few times.RegardingtheEM
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Fig.6. Examplesof correctlyandincorrectlyclassifiedimagesfrom the testsets,basedon the
modelsin Fig. 4. Part labelsare: Þ = ‘A’, ß = ‘B’, à = ‘C’, æ = ‘D’. �Q��� foregroundand �����
backgroundimageswereclassifiedin eachcase.The decisionthresholdwasset to yield equal
errorrateon foregroundandbackgroundimages.In thecaseof faces,ç�èVé Ú�ê of all imageswere
classifiedcorrectly, comparedto ��ëdé Ú�ê in themoredifficult carexperiment.

algorithmitself, we only observedoneinstance,wherea givenchoiceof partsresulted
in severaldifferentclassificationperformances.This leadsus to concludethat theEM
algorithmis extremelyunlikely to getstuckin a localmaximum.

Uponinspectionof thedifferentpart typesselectedacrossmodelsizes,we noticed
thatabouthalf of all partschosenataparticularmodelsizewerealsopresentin smaller
models.This suggeststhat initializing thechoiceof partswith partsfoundin well per-
formingsmallermodelsis agoodstrategy. However,oneshouldstill allow thealgorithm
to alsochoosefrom partsnot usedin smallermodels.

7 Discussionand Future Work

We have presentedideasfor learningobjectmodelsin an unsupervisedsetting.A set
of unsegmentedandunlabeledimagescontainingexamplesof objectsamongstclutter
is supplied;ouralgorithmautomaticallyselectsdistinctivepartsof theobjectclass,and
learnsthejoint probabilitydensityfunctionencodingtheobject’s appearance.This al-
lows theautomaticconstructionof anefficientobjectdetectorwhich is robustto clutter
andocclusion.

Wehavedemonstratedthatourmodellearningalgorithmworkssuccessfullyontwo
differentdatasets:frontal views of facesandrearviews of motor-cars.In the caseof
faces,discriminationof imagescontainingthe desiredobjectvs. backgroundimages
exceedsì 8 % correctwith simple modelscomposedof 4 parts.Performanceon cars
is å¦í�î correct.While training is computationallyexpensive,detectionis efficient, re-
quiring lessthana secondin our C-Matlabimplementation.This suggeststhat training
shouldbeseenasanoff-line process,while detectionmaybeimplementedin real-time.

The main goal of this paperis to demonstratethat it is feasibleto learn object
modelsdirectly from unsegmentedclutteredimages,andto provide ideason how one
maydo so.Many aspectsof our implementationaresuboptimalandsusceptibleof im-
provement.To list a few: we implementedthepartdetectorsusingnormalizedcorrela-
tion. More sophisticateddetectionalgorithms,involving multiscaleimageprocessing,
multiorientation-multiresolutionfilters, neuralnetworksetc.shouldbeconsideredand
tested.Moreover, in our currentimplementationonly partof the informationsupplied



by the detectors,i.e. the candidatepart’s location, is used;the scaleand orientation
of the imagepatch,parametersdescribingthe appearanceof the patch,aswell as its
likelihood,shouldbe incorporated.Our interestoperatoraswell as the unsupervised
clusteringof the partshave not beenoptimizedin any respect;thechoiceof thealgo-
rithmsdeservesfurtherscrutiny aswell. An importantaspectwhereour implementation
falls shortof generalityis invariance:themodelswe learnedandtestedaretranslation
invariant,but not rotation,scaleor affine invariant.While thereis no conceptuallimit
to this generalization,the straightforward implementationof the EM algorithmin the
rotationandscaleinvariantcaseis slow, andthereforeimpracticalfor extensiveexperi-
mentation.
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